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Abstract

Reinforcement learning produces learned models whose behaviours are brittle
proxies for the intended behaviours. As Al systems become increasingly capable,
this problem could pose an existential risk to humanity. Attempts to study this
problem based on running experiments on LLMs are riddled with confounding
factors and fail to consider the significance of training the Al system on environment
interactions for these risks to be realised. Our position is that a science of risks from
reinforcement learning needs to start from an understanding of simple systems that
reflect the relevant real-life conditions and can be scaled up in complexity as our
understanding improves. As an illustrative example we use active matter systems.

1 Introduction

Al systems are becoming increasingly capable. If Al systems exceed human capabilities in most
domains, it will be dangerous if they are not steered towards the goals we intend for them to pursue.
For sufficiently advanced Al systems, failing to align the Al system with our intended goals could end
with human disempowerment or even extinction [MIRI}|2025]]. Unfortunately, it is difficult to steer
Al systems towards the intended goals. We might fail to design the learning algorithm so that it trains
for the goal we intend it to pursue [Amodei and Clark, |2016]; this is the outer alignment problem.
Even if we succeed in designing the learning algorithm correctly, we run into the more fundamental
problem of inner alignment, which concerns how to get an Al system to pursue the goals that we do
train for instead of drives that are imperfectly correlated with those goals [Hubinger et al., 2019].

Future advanced Al systems will be trained in the embodied modality, i.e., learning from interactions
with the environment. These Al systems might be based on LLMs. The tokens that LLMs manipulate
lack grounding in our environment; their outputs have semantic meaning to us but not to them [Harnad|
2025]. We believe that current efforts to understand the safety of these systems overemphasise the
semantic meaning of the outputs. Essentially, the focus is on the drive to produce contextually
appropriate text ("roleplay"). Almost completely ignored is the fundamental mechanism for how
systems trained in the embodied modality acquire the drives that they might end up pursuing, despite
our best efforts to have them pursue goals aligned with ours.
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2 The Difficulty of Inner Alignment by Analogy to Evolution

Evolution is an optimisation process that produces genes that replicate themselves well. Because
reproductive success of the organism makes genes replicate more, genes code for behaviours that
increase reproductive success. For example, a sex drive and smarter brains. Brains can implement
optimisation processes themselves. At some point, they invented condoms and decided to optimise
for sex without it leading to reproductive success.

We will face an analogous problem in future advanced machine learning systems [Hubinger et al.}
2019]:

Machine learning is an optimisation process that produces learned models that do well on training
data. Because outputs we find useful make learned models do better on training data, learned models
exhibit increasingly useful behaviour. For example, efficient use of resources and smarter in-context
learning. In-context learners can implement optimisation processes themselves. At some point, they
gain superhuman control over their environment and decide to optimise for resource-acquisition
without it leading to useful behaviour.

2.1 Al Drives

Reinforcement learning "grows" a learned model such that it produces certain behaviours in certain
contexts. Importantly, for complex tasks the behaviours only approximate the intended behaviours.
The learned model has a drive to execute these approximations of the intended behaviours [[Turner,
2022].

2.2 Distributional Shift

The approximations that the learned model executes might never diverge from the intended behaviours.
This would be the case for observations drawn from a distribution sufficiently close to the distribution
of observations in the Al system’s training environment. If the observations that the learned model
encounters undergo a distributional shift, the approximations might diverge from the intended
behaviours [Shah et al.| [2022]].

2.3 Sharp Left Turn

Increased intelligence can itself induce a distributional shift, in the sense that intelligence opens up
possibilities not available to their less intelligent ancestors. The distributional shift of the evolved
ability to invent new tools that introduced humanity to condoms made the sex drive a less potent tool
for the goal of reproductive success. A distributional shift from a learned ability that introduces an Al
system to new possibilities can make once useful Al drives less potent tools for the goal of being
useful to us.

As an Al system is trained to become more competent, such a distributional shift can be quite sudden.
A previous learned model whose approximations are identical to the intended behaviours can be
superseded by a new learned model whose approximations differ from the intended behaviours, by
virtue of increased intelligence opening up new possibilities for acting. The suddenness will make
this look like the Al system is taking a "sharp left turn" [Soares| 2022].



3 The Embodied Modality

Humans (and other animals) are systems embedded in an environment. We have sensory input and
motor output. A sensorimotor coupling connects the sensory input to the motor output. Through
this sensorimotor coupling, we learn to perceive affordances in our environment, i.e., to perceive
what we can do [Shapiro and Spaulding, |2025]]. Learning from sensorimotor interactions with the
environment is the "embodied modality" (in contrast to other modalities such as text or video).

3.1 Symbol Grounding Problem

How words ("symbols") are connected to their referents in the world, and how propositions have
meanings, is called the "symbol grounding problem" [Harnad,|1990]]. Our understanding of words
and propositions is grounded in learning from sensorimotor interactions; this is how the words we
use connect to their referents and how our propositions acquire meaning. Systems lacking such
sensorimotor interactions can still learn to manipulate words; however, for those systems, there is
no connection of the words to any referents in the world, and the propositions they produce have no
meaning for them.

3.2 LLMs as Sensorimotor Systems

LLMs are systems that manipulate words but lack any sensorimotor interaction with our environment.
Therefore, for LLMs, the words have no connection to any referents in our environment, and the
propositions they produce have no meaning for them [Harnad, 2025].

LLMs can be "cast in the same mould" as a sensorimotor system. LLMs have sensory inputs in
the form of elements from an abstract set, which we call tokens in a vocabulary. Its motor outputs
are elements picked from the same abstract set. If we train them using reinforcement learning over
multiple iterations of input-output, LLMs might even be said to be trained in the embodied modality.
In this sense, LLMs learn to perceive "affordances” in their "environment". Importantly, the tokens it
outputs are not to be thought of as words but as (motor) actions.

3.3 Intelligent Active Particles

We expect that confounding factors will make it appear as if current LLMs exhibit inner misalignment
or precursors thereof. Therefore, we present an alternative regime—intelligent active matter systems—
as an illustrative example of the kind of systems—simple, embodied, scalable—that we believe
should be studied.

Active matter systems are relatively simple systems. They are particles capable of propelling
themselves in their environment, typically a liquid. Reinforcement learning is being applied to these
systems to learn how to propel, navigate complex environments, and perform tasks in multi-agent
settings. Active matter systems can be extended with increasing level of sophistication [Lowen and
Liebchenl 2025]]. In certain environments, memory effects can be induced so that the particles react
to the history of the environment. Particles can be made to sense or see various aspects of their
environment. Depending on whether the particle is equipped with memory of these sensations, its
behaviour can be influenced by the history of sensations, or it may simply react instantaneously.
Beyond this, the sophistication can be increased quantitatively (as opposed to qualitatively, as in the
previous steps) by increasing the sophistication of the computation performed by the particle.

The main benefit of intelligent active matter systems is that they are simple, embodied systems that
can be quickly trained in increasingly complex environments. A major uncertainty is whether it is
feasible to sufficiently scale the complexity of the environment and tasks for inner misalignment to
be exhibited at all. For this reason, we present intelligent active matter merely as a pointer to the kind
of system we think should be studied in a science of risks from reinforcement learning.



4 Conclusion

The problem is that reinforcement learning produces learned models whose behaviours are brittle
proxies for the intended behaviours [Hubinger et al.| [2019]]. This problem is exacerbated by the fact
that training more capable models can, in itself, reveal their brittleness [Soares, [2022].

We believe that the embodied aspects of LLM agents are highly significant for the risks posed by
potential future advanced LLM-based Al systems. Today’s experiments on LLM agents emphasise
irrelevant roleplaying aspects rather than viewing LLM agents as sensorimotor systems learning
to act in an environment where sensory inputs and motor outputs are (ungrounded) tokens. To the
extent that future advanced Al systems will be based on LLMs at all, or will simply be embodied
reinforcement learning agents in general, we benefit from experiments on embodied Al systems.
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